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Abstract
The growing number of applications for which cost of downtime is prohibitive has always 
encouraged us to seek techniques to update software systems “on-the-fly.” Famous examples of 
such applications are banking systems, switching networks, and air-traffic controllers. 
Coincidentally, most these applications operate over large distributed networks. Thus, clearly the 
need for a dynamic updating system for distributed applications is inevitable. In this paper, we 
present two distinct approaches to solving this problem: a conservative approach, and an 
optimistic approach (rollback update). In short, the conservative approach guarantees that the 
system will always stay consistent even during the update. It does so by blocking events and 
restricting communication of messages that are likely to cause inconsistency on any process. The 
optimistic approach removes most communication restrictions and in case an inconsistency 
occurs, it detects it, rolls back, and resolves the inconsistency. We consider both approaches in 
detail and discuss their applications and differences. We also present some of our experimental 
results for the conservative algorithm. 
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1. Introduction

Dynamic software update is the process of 
updating parts of a program without halting its 
execution. The need for dynamic software 
updating is significant in applications that must 
deliver reliable results continuously. Life-
support software, banking applications, air-
traffic controllers are examples of such systems. 
Coincidently, most of these long-lived and 
highly-available applications are distributed by 
nature. This highlights the significance of 
developing a dynamic updating strategy for 
distributed applications. 

As we will discuss in the next section, most of 
the existing work on dynamic updating for 
distributed systems are extensions to algorithms 
designed for centralized systems. Thus, they do 
not clearly address the problems of exchanging 
incompatible data and don’t propose solutions 
for controlling communication. 

Our goal in this project is to design and 
implement a dynamic updater for asynchronous 
message-passing systems that is general, simple, 
and to some extent formal. The system is general 
in the sense that it is not dependant on the 
application’s algorithm or protocol. It is simple 
in the sense that it expects an update to be 
defined in terms of the old version, the new 
version, and the transfer function only.
According to [17] this is the minimum 
requirements set for any updating system. Many 
existing updating systems work correctly only if 
the application provides backward / forward 
compatibility.  Backward / forward 
compatibility functions are luxuries that some 
applications do not provide or can not even 
define.

The rest of this paper is organized as follows. In 
the next section we will overview some of the 
notorious work in this area. In section three we 
will define our requirements set and discuss the 
intuition behind each requirement.  In section 
four and five, we will present our algorithms and 
examine them against our requirement set. 
Finally, in the last section we will overview our 
implementation and discuss some test results.    

2. Related Work

The problem of dynamic update tracks back to the 
1970’s [1]. Thus, it is by no means a new topic of 
discussion. In this paper we do not intend to do a 
review of previous work in this area. We will only
give a brief description of the mostly referenced 
and well-known work and highlight some of their 
shortcomings. For a complete survey on updating 
systems refer to [11, 12].

DYMOS[5]: DYMOS was one of the first 
procedure-base updating systems that relied on 
uncommon source languages, required error-prone 
hand generation of patch files, and thus was very 
complex. It also introduced plenty of overhead.

Conic [8]: Conic provides a language-based 
approach to building distributed systems. It is 
particularly strong in its configuration facilities. A 
separate configuration language is employed to 
specify the configuration of software components 
into logical nodes. Arbitrary, incremental change is 
supported by dynamic configuration, the 
capability to dynamically create, interconnect and 
control logical nodes. Conic’s approach to dynamic 
update is mainly suitable for structural changes. For 
this reason, Conic defines a set of configuration 
statements that allow the system to be dynamically 
created and reconfigured.   

Kramer and Magee describe in [9] how to upgrade 
a distributed system that is specified in Conic, i.e., 
as a set of modules and connections between them. 
Upgrades are specified as declarative change 
commands (link, unlink, create, and delete); a 
Configuration Manager (CM) translates these 
commands into a “change transaction" and executes 
it (but does not guarantee atomicity). The authors' 
earlier work makes no assumptions about 
applications and so cannot guarantee application 
consistency after reconfiguration. Their later work
[10] assumes applications can become “passive" 
and describes how to preserve consistency across 
reconfiguration by passivating the appropriate 
modules. The authors mention that recovery could 
be used instead of quiescence, but they argue that 
this complicates applications. 

Inspired by Kramer and Magee's reconfiguration 
model in Conic, the work in [4] adapts that model 
to the Polylith distributed environment (supports 
general message-passing, not just RPC). 
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Reconfigurations can change module 
implementations, application structure (e.g. add 
and remove modules), and application geometry 
(e.g. physical location of modules).

Their work extends the Conic work by adding 
support for capturing and restoring process state 
via an intermediate abstract representation. 
Reconfiguring modules must be quiescent; 
messages received during the reconfiguration are 
buffered and are used to initialize the 
replacement module.
  
In a recent work [2] Ajmani defines an approach 
that includes an update infrastructure, 
Scheduling Functions, Simulation Objects, and a 
transformation function. This approach and 
many others [3,4,13,14] use simulation objects, 
adaptors that allow a node to behave as though it 
were running multiple versions. Ajmani’s
approach provides support for RPC and RMI 
systems, however, message-passing systems are 
not included. 

3. Requirements of Dynamic Updating 
System

In this section, we will list the requirements 
gathered to justify the behavior of our updating 
system. Satisfying these requirements is aimed 
to provide correctness, completeness, simplicity, 
and generality.

1. Correctness: Old and new processes should 
not communicate during the update. When 
a new message is received by an old 
process, it can be simply buffered until the 
process turns new. The real problem is when 
a new process receives old messages. 
Hereon, we will refer to old messages 
received by new processes as incompatible 
messages. Without backward compatibility, 
executing an incompatible message can 
leave the new process in indeterminism.

2. Awareness: The state of the channel can 
not be ignored. This requirement suggests 
that all sent messages must be delivered. 
The updating system can not simply ignore 
incompatible message. It must either prevent 
processes from sending incompatible 

messages or redo the send with compatible-
equivalent of the message (see section 5.3). 

3. Termination: The updating system should 
eventually terminate. Termination happens 
when all processes turn new and are guaranteed 
to remain new. This requirement will prove to 
be crucial in the optimistic algorithms we 
present in section 5.3. Since processes roll 
themselves and other processes back, we must 
guarantee that they will all eventually turn new. 
To satisfy this requirement, we assume all 
messages are delivered in a bound time and 
processes do not postpone update indefinitely. 

4. Uni-morphism: Process should always behave 
either entirely new or entirely old.  This 
implies no backward/forward compatibility on 
processes and is aimed towards simplicity of 
updating system. 

5. Changes should minimize the disruption of 
the system: This requirement is more of a 
quality measurement metric. The true value of a 
dynamic updating system can be measured with 
the level of disruption it introduces in the 
system. The less interruption of service the 
updating system introduces, the more valuable 
it is.

6. Changes should be independent of the system 
algorithm, protocol, and system state: It is 
unfair to expect the updating system to know 
about the details of the underlying application 
and its states. However, the updating system 
should recognize a “safe” state, from which the 
application can be updated safely.

Consistency of a distributed system is quite 
application specific. For dining philosophers, 
consistency after update means the precedence 
graph should remain acyclic (no deadlocks 
introduced) [7]. For distributed replicated 
databases, consistency means the servers should 
remain identical after update, even if transactions 
were initiated during update. Nevertheless, we 
claim that if a consistent system preserves 
correctness and awareness during update, it will 
remain consistent after update (given a correct state 
transfer function). In addition, we expect 
termination from the updating application. Thus, 
correctness, awareness, and termination are the 
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three invariants we will investigate for each 
algorithm. As shown in Figure 1, all three 
invariants hold true trivially before G (last 
global state when all processes were old) and 
after H (first global state where all processes 
turn new). The update process starts from G and 
ends at H; thus, our work is to examine the 
invariants between G and H.      

3.1 State Transfer at Each Node

As implied earlier, the problem of dynamic 
update in distributed systems can be divided to 
two somewhat disjoint problems: controlling the 
execution in the distributed system, and updating 
the software at each node. Most of the work on 
dynamic update has merely focused on the 
second problem. From available work, DUSC 
[16] and JDrums [15] are updating systems 
designed specifically for java applications that 
seem promising. For this project, we adapted the 
good-to-go technique presented in DUSC and 
instead focused on the first problem, controlling 
the execution in the distributed system. 

Dynamic Updating by Swapping classes 
(DUSC) [16] is an implemented technique that 
works for generic java classes without the need 
for a customized JVM. As shown in Figure 2,
this technique updates each class in two steps: 1. 
transformation 2. dynamic update. The first step 
consists of transforming the class to make it 
swap-enabled by generating a wrapper, 
interface, implementation, and state classes. The 
wrapper class provides the same name and the 
same interface as the target class and is used to 

redirect calls from the old version to new version. 
The second step consists of creating an instance of 
the new implementation and redirecting all 
references to new implementations. 

4. Dynamic Update with Simple 
Synchronization

In this section, we will explore solutions to 
dynamic update when the underlying network runs 
the simple synchronizer algorithm [6]. The simple 
synchronizer algorithm uses pulses to synchronize 
application messages. Every process p sends 
exactly one message (even if it has to be null) to all 
neighbors in each pulse and generates the next 
pulse at current pulse only when it has received one 
message from each neighbor during current pulse. 
In Figure 3, we present an algorithm adapted from 
[6] and modified to support dynamic update.

during update

G: last state 
where all 
processes are old

H: first state 
where all 
processes are new

Figure 1. Termination denotes that H must be 
reachable. Correctness and awareness must hold 
between G and H.  

Process j::

        Variables:
pulse: integer starting at 0   

   Round i :
1. pulse ++;
2. if (pulse == x){

doLocalUpdate();
x = infinity;

}
             3. execute buffered  messages if any;
sen   4. send messages to all neighbors with pulse 
         5. wait for exactly one message from each 

neighbor with (pulse = i);
  

Figure 3. Dynamic update with Modified Simple 
Synchronizer algorithm

Figure 2. Transforming class B to wrapper, interface, 
implementation, and state classes (swap-enabled)

A

B
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As shown in the algorithm, each process will do 
its local update on the xth pulse. After the update 
has completed, we set x to infinity so that update 
does not repeat in case pulse wraps around.
Here, we informally show that this algorithm 
preserves consistency.    

Correctness: Dynamic update of an 
asynchronous system with modified simple 
synchronizer algorithm will not allow old and 
new processes to communicate.   

Proof: In an asynchronous system with simple 
synchronizers, a process p at pulse i can only 
receive messages sent during pulse i and i+1, 
and not pulse i-1. This is because we know 
process p must have already received one 
message sent at pulse i-1 from all neighbors 
before it moved to pulse i; and since only one 
message is allowed during each pulse, none of 
p’s neighbors will send p a message with pulse i-
1. In our algorithm, processes will update at 
pulse x, and thus, all old-version processes are at 
pulses smaller than x. Since a new process at 
pulse x, will never receive a message from pulse 
x-1, old processes will not send messages to new 
processes. 

Awareness: None of the application messages 
sent during update will be ignored.

In the simple synchronizer, the messages from 
pulse i+1 sent to process p at pulse i will be 
buffered and executed when p moves to the next 
pulse. This ensures that if an old process (pulse 
x-1) receives new messages, it will buffer and 
only execute them at pulse x (after turning new).
Thus no messages are ignored.    

Termination is trivially true as long as all 
processes at pulse x-1 eventually receive 
messages from neighbors and move to the next 
pulse. Once a process moves to pulse x and turns 
new, it is guaranteed to stay new.

5. Dynamic Update in Asynchronous 
Systems

A dynamic updating algorithm that requires a 
synchronizer may not be very practical, 
especially due to the high message complexity 
of synchronizers. In this section, we present an 
algorithm for dynamically updating 

asynchronous message-passing systems relying on 
FIFO channels. We prove that our algorithm 
preserves consistency, and investigate its 
interruption of service. Our algorithm does not rely
on backward/forward compatibility of the 
underlying application. 

5.1 Basic Solution:
As we know, the trivial solution to the dynamic 
update problem is save states, shutdown, and 
restart. In a distributed environment however, this 
solution is not quite so trivial, because shutting 
down a distributed system and restarting it from a 
consistent state is non-trivial. If done without 
synchronization, the saved global state may not be 
consistent or sent message may go un-received. 

As a simple solution, we can adapt a transitless 
global snapshot algorithm that captures a consistent 
global state and ensures that no sent messages are 
in transit. The distributed system can be safely shut 
down and restarted from the captured global state. 
However, any state on process p after the captured 
local state will be lost. This means that the process 
should practically freeze from the time it captures a 
local state that belongs to the transitless global 
snapshot until the time it restarts. Our goal in the 
rest of this paper is to explore solutions that provide 
less restriction than this basic solution, while 
preserving consistency.  

5.2 The Conservative Approach:
In this section, we will propose a conservative 
algorithm for dynamic update. The reason we call it 
conservative is that the algorithm will not update 
any process unless it is sure that all messages 
received after update will be from new processes 
and all message sent after update will be delivered 
at new processes. 

We model our distributed system as a rooted tree. 
The root of the tree is the node that initiates the 
update. Every node except the root has at least one 
parent and every node except the leaves have at 
least one child. In the algorithm presented in Figure 
4, two message types are involved: request for 
update (m) and reply to update (m’). The root 
initiates the update by sending m to all children and 
terminates the update when it has received m’ from 
all children. Each node will turn new only when it 
receives m’ from all its children and m from all its 
parents.
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In order to ensure consistency, we will enforce the 
following communication restriction rule at each 
node: always freeze connection in direction of m. 
This means after a node sends m to child c, it 
should not send any more application messages to 
c. However, it can continue to receive and process 
messages from c. Thus, “send m to all children”
function must be an atomic function that sends m to 
children and blocks all outgoing channels to them.
The blocked outgoing channels will be unblocked 
after the process turns new. Note that turning new 
and sending m’ to all parents must also be done 
atomically. The conservative algorithm ensures 
correctness, awareness, and termination.

Correctness, Awareness, and Termination:
The request for update propagates from root to 
leaves and nodes turn new from leaves to root. 
Thus, the only way an old node can send a 
message to a new node is if a node i sends a 

message to its updated child cnew. Since cnew has 
been updated, it must have received m from its 
parent, node i. However, upon sending m, node i
would block outgoing channels to cnew. This shows 
old messages can not be sent to new processes. 
Also, after turning new, each node sends m’ to all 
parents, before sending any new messages. If the 
parent can not turn new instantly, it will buffer all 
received messages and process them after turning 
new. Since we assume that all processes will 
eventually update turn new and send m’s to 
parents, m’s will eventually reach the root node 
where the application terminates. 

5.3 The Optimistic Approach (Rollback Update):
The idea behind the optimistic approach is to allow 
all processes to communicate freely even during the 
update. In this approach, incompatible message 
creation is not prevented (since old may 
inadvertently communicate with new), but instead 
detected, treated as a failure, and resolved by 
rolling back the system. The most noticeable draw 
back of rollback update is rollback propagation, 
which may cause processes to lose much of their 
work. To minimize propagation we add the 
following refinements to the updating system 
model: 1. checkpoint before every send and receive 
event 2. coordinate updating using marker 
messages 3. enforce causal message ordering 
among processes. The intuition behind these 
refinements is explained in below.

5.3.1 System Model for Updating:   
The processes in the distributed system 
communicate through sending and receiving 
messages. Similar to uncoordinated check pointing, 
with uncoordinated updating, processes may 
rollback indefinitely and as a result of a failure and 
the update process may never conclude. Thus, all 
updates are done using coordinating marker 
messages. All processes, besides the initiator, will 
attempt to turn new only after they have received a 
marker message. A failure occurs when an old 
process communicates with a new process as shown 
in Figure 5 (in this figure and all future execution 
trace graphs, the new states are highlighted with a 
thick red line). In attempt to resolve the failure, 
both, the sender (P2) and receiver (P1) of the 
incompatible message can roll back. In the first 
case, the new process must rollback to its Final Old 
State (FOS) recorded, execute the old message it 
received and then turn new again. Alternatively, the 
old process can rollback to checkpoint c, turn new 

Variables:
bool sent = false;
int num_parents;
int num_children;
int m_rec; // number of m received
int mprime_rec; // number of m’ received

      Process j::
receive m:

m_rec ++;
if (!sent){      // no-op for leave nodes

send m to all children;
sent = true;

}
if (num_children == mprime_rec && 

        m_rec == num_parents){
turnNew();
send m’ to all parents;

}
receive m’:

mprime_rec ++;
  if (num_children == mprime_rec &&
            num_parents == m_rec){

turnNew();
send m’ to all parents;
// the algorithm terminates at the root
if (num_parents == 0)  exit;

}

Figure 4. Conservative algorithm for dynamic 
updating
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and resend the “new-equivalent” message. 
Meanwhile, the new process can simply ignore 
(drop) the old messages and wait for their new-
equivalent. 

Mapping any old message to its new-equivalent 
is a part of the state transfer function. The new-
equivalent of an old message may include zero 
or more messages. For example, in updating a 
mutex application from Lamport’s algorithm to 
Ricart and Agarwala’s, a release message will 
have no new-equivalent. 

Each process takes a checkpoint before sending
any message and before executing any received 
message. This is an effort to minimize the effect 
of rollback propagation in case the sent or 
received messages prove incompatible and must
be rolled back. Unfortunately, message logging 
can not be useful in preventing rollback on other 
processes as it is in pessimistic rollback recovery 
[18, 19]. The reason is after the process rolls
back, the state of the process may change and 
thus, it can not be modeled as a sequence of 
deterministic state intervals. Consequently, the 
new-equivalent of all sends must be resent after 
the update. However, we can log the received 
events and replay their “new-equivalent” to save 
the system from further rollbacks

The last refinement we make to the model is to 
enforce casual message ordering among 
processes. The reason for this is illustrated in 
Figure 6. Without casual ordering, Pj’s old 
message may be delivered at Pn after Pn has 
turned new.  This forces us to rollback Pj and 
consequently all other processes that have 
communicated with Pj (such as Pk). With casual 
ordering the old message is guaranteed to be 
delivered before Pn turns new.

Note that the updating system must be able to 
distinguish old and new application messages. A 
simple but not so suitable solution is to include 
version number with each message. Here we use 
either the update reply (m’) message (in 
conservative approach) or the through concurrency 
checking by using timestamp of each message (in 
optimistic approach) to distinguish old from new.  

5.3.2 Rolling back old processes:
In this approach, the responsibility of rollback is 
handed over to the old process that sent the 
incompatible message.  The new process will send 
the coordinating marker message upon turning new 
and simply ignore any old message received 
afterwards. The old process will realize that all 
messages sent concurrent to the marker message 
were ignored by the new process, so it will rollback 
to the checkpoint before the last incompatible 
message, turn new, and resend the new-equivalent 
messages. Before we discuss and prove the 
properties of the algorithm, we will describe an 
Incompatibility Set (IS) on a process Pi.

Incompatible Set (IS) on Pi: The incompatible set at 
process Pi is the set of messages that are suspect to 
be incompatible and may be rolled back in the 
future. More precisely, it is the union of messages 
that are certainly incompatible and the ones that are 
possibly incompatible. Certainly incompatible 
messages are in two groups: 1. messages that are 
sent concurrent with m, to the sender or m (such as 
a in the example of Figure 7), and 2. messages that 
are in the happen before future of another 
incompatible message (such as b in the example). 
In other words, incompatible messages on Pi can be 
identified upon receive of m at Pi. Possibly 
incompatible messages on Pi are the ones that may

old 

m

m

incompatible 
message 

Pj

Pk

Pi

Pn

failure

old m
P2

P1

c

Figure 5. model of a failure in rollback update Figure 6. Casual order in rollback update
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be incompatible or compatible based on the 
order of some events that can not be determined 
by Pi with reception of m alone. Message c sent 
by Pi is an example of a possibly incompatible 
message. In order for Pi to determine if c was 
delivered before or after Pk turned new, Pi must 
wait for another m message from Pk and 
determine its concurrency with c. Instead of 
waiting, Pi assumes the worst case scenario 
where c becomes incompatible, Since c is now 
assumed incompatible, it is added to IS. 
Therefore, in this algorithm any send or receive 
event that is concurrent with the m received at 
Pi will be included in IS. Note that we may 
rollback a compatible message and lose useful 
work in case the possibly incompatible message 
did indeed deliver at an old process. Future work 
will focus on algorithms that prevent 
unnecessary rollbacks such as the ones 
encountered here.

The algorithm is presented in figure 8. As 
explained below, it preserves correctness, 
awareness, and terminates after updating all 
processes.

Correctness: No old and new processes 
communicate. This is quite trivial from the 
definition of our algorithm. All old messages at 
new processes will be dropped by the new 
process. 

Awareness: No application messages will be 
ignored. Lets say a is an old-version application 
message send from Pj to Pi. If a is ignored by Pi, 
then Pi must have turned new before receiving a. 
Upon turning new, Pi must have sent Pj (and 
other neighbors) the m message. 
ts(m) < ts(a) is false because a is an old 
message. 

ts(a) < ts(m) is false because causal ordering is 
enforced, unless a was received before send on m, 
in which case a would not be ignored to begin with. 
Figure 6 illustrates why ts(a) < ts(m) is false in 
presence of casual ordering. Also ts(a) != ts(m)
because a and m are from different processes.

Thus, ts(a) || ts(m) must be true; as a result, Pj will 
correctly identify a as an incompatible message, 
rollback and resend its new-equivalence. Indeed no 
old messages will be ignored.

Termination: the updating system will eventually 
terminate. In this case termination happens when all 
processes turn new and no old messages are left in-
transit. To show termination, we claim that using 
our optimistic algorithm processes will never 
rollback to old state after turning new. Lets say 
process Pj has turned new after receiving m from Pi. 
For Pj to roll back to an old state, there must be an 
old event e (send or receive) that bound to roll 
back. e can not be an event that happened before 
the reception of m at Pj, because then it would not 
belong to an incompatible message and would 
never need to rollback. Therefore, e must be 

x
m

c 

a

b
Pj

Pk

Pi

Pn

Figure 7. Incompatible Set of Pi = {a, b, c}

Pj::
Variables:
       int[N] myts = (0, 0, 0, …)   // initially all zero
       bool updated = false;
Receive m from Pi:

if (! updated)
   1. identify Pj’s incompatible set IS.

 2. rollback to the checkpoint before the element with 
smallest timestamp in IS 

      3. myts = ts(m); 
       4. turn new, send m to all other neighbors
      4. resend new-equivalent of all old send messages

       5. updated = true;

Receive application message A:
     if (ts(A) || myts)

ignore message;
     else 

deliver message;

Figure 8. Rollback update algorithm for dynamic 
update
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concurrent to receive of m. All send events that 
are concurrent to m are included in IS and must 
have been rolled back before Pi turned new. If e
is a receive event, it must be a part of the 
happened before future of an incompatible or a 
possibly incompatible message and thus must 
also be included in IS and already rolled back 
before Pi turned new. This means, there are no 
events not included in IS that can roll the new 
process after back to an old state after turning 
new.

6. Implementation

So far, we have only completed implementation 
for the conservative algorithm discussed earlier. 
We built a message-passing distributed system 
with the following properties:

1. The system can be configured on-the-fly: it 
supports essential declarative commands such as 
create, link, and unlink to allow the system to be 
configured dynamically. This idea was adapted 
from Conic as explained in section 2. Also, the 
system’s functionality is independent of the total 
number of nodes, thus, nodes can enter and exit 
the system. This property allows the system to 
undergo structural changes.

2. The updating system implemented on the 
network is independent of the protocol or 
application. This was one of the original 
requirements of section 3. 

3. The system provides facilitated testing: A 
layer is created on top of all processes to
construct the topology, initiate ordered 
executions on processes, and to facilitate testing.    

To test our conservative algorithm, we created a 
distributed replicated database system. The 
databases execute read queries locally, and 
propagate write queries through immediate 
neighbors. The software update in our scenario 
includes changing the search key in the database 
and in the query messages. Thus, if an old 
process tries to read from a new process or vice 
versa, the search key will not match. This way, 
we can initiate a global read command (read 
local and then propagate read through 
neighbors) from one end of the network, and 

initiate the update from the other end. If the 
dynamic updating system does not restrict 
communication properly, some global read results
will return null when they shouldn’t.

In this experiment all information for databases and 
messages sent and received between them is 
contained in one class, which makes local updates 
easier. We started off by swap-enabling the class as 
described in section 3.1. The state transfer function 
includes mapping each old search key to a new 
search key that is unanimous across all replicas. 

We have tested our algorithm with seven replicated 
databases on seven processes each containing 38 
entries. Each process continuously reads an entry 
from its local database and asserts that the same 
entry exists on all other databases. Simultaneously, 
processes update their local databases.
Unfortunately, in our experiments, after processes 
start their local update their performance reduces 
noticeably (close to 200% in some cases). 
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